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University, 2600 College St., Sherbrooke, Quebec, J1M 1Z7, Canada;
de Sherbrooke, 2500, boul. de l’Université, Sherbrooke, Quebec, J1K 2R1, Canada
ABSTRACT

Height fields are an important modeling and visualization tool in many applications and their exploration requires their
display at interactive frame rates. This is hard to achieve even with high performance graphics computers due to their
inherent geometric complexity. Typical solutions consist of using polygonal approximations of the height field to reduce
the number of geometric primitives that need to be rendered. Starting from a rough approximation, a refinement process
is operated until a desired level of detail is reached. In this work, we present a novel efficient algorithm that starts with
an approximation that carries enough information about the height field so that only few refinement steps are needed to
achieve any desired level of detail. Our initial approximation is a simple triangulation whose nodes are the critical points
of the height field, that is the peaks, pits, and passes of the surface which give its overall shape. The extraction of critical
points of the surface, which is a discrete structure, is done using a newly designed algorithm based on discrete Morse
theory.1, 2
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1. INTRODUCTION
Height fields are the representation in three dimensions of terrains based on surface elevation data under planar domains.
They constitute an important modeling and visualization tool in many applications such as flight and ground vehicle simulators, video games and graphics for entertainment, computer vision, and most importantly in the domain of geographic
information systems (GIS). Exploring some data models in the cited domains requires the display and interaction with the
height fields at reasonable speed which is hard to achieve even with new generations of powerful computers due to their
inherent geometric complexity.
One of the solutions devised for this problem consists of approximating the height field with a mesh of polygonal
elements that allows to reduce the number of geometric primitives that need to be rendered. The challenge of this method
is to choose an approximation in such a way that the visual quality of the height field is maintained. So, typically, one
starts with a rough approximation of the terrain, which is followed by a refinement process until a desired level of detail
is reached. This is achieved by controlling local and global errors of some criterion such as the height and the curvature
measured on the approximation and compared to the ones of the original height field. Errors have to fall under certain
threshold in order to declare that a satisfactory level of detail is attained.
In this work, we propose a novel algorithm which uses a simple triangulation whose nodes are the critical points of
the height field as the initial approximation. This is motivated by the fact that the critical points of a surface terrain,
that is the peaks, pits, and passes of the surface give a good representation of its overall shape, and therefore only few
refinement steps are needed in order to achieve any desired level of detail. Since the height field is a discrete structure, it
is difficult to identify and extract its critical points. Many algorithms known in the literature for this purpose fail to satisfy
very simple topological properties which are always true for continuous data. This means that the critical points provided
by these algorithms do not necessarily represent genuine features of the surface and will give rise to difficulties in the
interpretation of the results. Recent algorithms dealing with the extraction of critical points of discrete data are based on
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deep mathematical concepts such as Morse theory and homology and allow to enforce the topological properties among the
collection of extracted critical points.1, 4 We use in this work a newly designed algorithm based on discrete Morse theory5
and which does not require any preprocessing of the data.?
This document is divided into many sections in which we discuss the following issues. First, we outline the statement
of the problem and give the description of the approach used to approximate height fields. We follow with the details about
the method used to extract the critical points of the height field surface. At last, we describe the empirical results obtained
and the consequent study, a conclusion of the work done in this project, and some ideas for potential future work.

2. APPROXIMATIONS OF HEIGHT FIELDS BY A TRIANGULAR MESH
Our aim in this project is to visualize a height field in a simple application from a raster image. The application will open the
possibility for the user to explore the height field from any position of the virtual space. In the exploration, the application
needs to render the height field quickly, so the user can interact and make any desired changes. In order to render large
height fields quickly, the software must create simplified models (Figure 1 (b)) of height fields from the original model
(Figure 1 (a)). Rendering is done several times per second, while the simplification of the terrain is done once and offline. Simplification of the models is a simple idea although, it might not be easy to achieve. Surfaces are represented by
polygons, and in this project the polygons are just a mesh of triangles. A mesh of triangles is also known as triangulated
irregular network (TIN). Also, it is possible to use quads or NURB surfaces. Roughly, the idea is to minimize the number
of triangles without losing accuracy. Many terrains have large and nearly planar areas that can be well approximated by few
number of large triangles. Therefore, a highly accurate simplification process is important for the purpose of this project.
The focus in this project is to represent a highly accurate, easy to render mesh of triangles using technical 3D library. In
other words, the representation should use the smallest number of triangles that approximate the real surface without losing
important information. The accuracy is related to the desired level of details, so it is a user’s task to determine the level of
detail.

(a)
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Figure 1. (a) Full model of a height field. (b) Simplified model of a height field.

In this project we needed to develop a new application. The software is written in C++ with OpenGL v1.3 library under
the Object Oriented paradigm, and it was developed using Dev-C++ version 4.9.9.2. In this document, we are going to
describe only the new method of approximation because it is the real purpose of this project, and the decisions about the
code is extraneous to the project.

2.1 Statement of the Problem
Small size data can be displayed easily without any kind of approximation. In this case, representations of height fields
could be provided easily by brute force methods. More precisely, a brute force method will convert all the information
available from the raster data into a mesh of triangles. A brute force method will be explained below because it will be
useful in comparing the results of a simplified model to the full model in terms of accuracy. However, with terrains of
significant size from a large data sampler, the rendering of the full model is utterly prohibitive because rendering large
numbers of triangles in a window application requires a great deal of computing time and memory space. The approximation of height fields lets computers of the present day visualize larger surfaces than surfaces without approximation
or representations provided by brute force methods. This is mainly due to the fact that the number of triangles of the
approximation of a surface is very small compared to the surface without approximation.

2.2 Approach
With the new method presented in this work, it is possible to obtain a polygonal approximation of height fields and terrains.
The algorithms choose significant points from the data sampler to obtain a highly accurate approximation. A height field
approximation is done after two main steps:
1. Selection of important vertices. The selection of vertices is done using two algorithms:
(a) Discrete Morse Theory: this algorithm calculates the maximum, minimum and saddle points of the input image.
The points calculated are the initial approximation.
(b) Greedy insertion: this algorithm approaches the current approximation of the height field by finding additional
significant points. This algorithm can be used many times until some specific level of detail is achieved.
2. Generation of a mesh of triangles with those vertices.
(a) Delaunay triangulation: it is the algorithm in charge of the creation of a mesh of triangles from a set of points.

2.3 Height Field
Height maps or height fields are a grid of points in a three dimensional space.6 The points in the grid are connected with
triangles, creating a triangulated irregular network. The input data is a raw image. The elevation of the height field is given
by the grayscale of each image pixel. The grayscale is a value between 0 and 255 for every pixel, and every pixel has two
coordinates in the plane. These three values represent each point in the space. For building a height field from a raw image
data, the software sets a collection of points where every point is associated with the three coordinates. Every single point
is defined in the plane XZ by the two coordinates of the pixel in the image and the grayscale value is the Y value or the
height. The resolution of the height field is determined by two factors:
1. The size of the image determines the size in the X- and Z-direction. Larger images use more triangles and just look
larger in the X- and Z-direction, but not smoother. It is possible to set a XZ scale to adjust the size of the height field.
2. The resolution of the color/index values determines the resolution along the Y-axis. A height field made from an
8-bit image can have 256 different height levels, while one made from a 16-bit image can have up to 65536 different
height levels.

2.4 Data Structures
This project needed special data structures to keep a representation of a height field in dynamic memory. This data
structures are two arrays: VertexList and TriangleList. The VertexList is an array of vertices, and a vertex is a Vertex
structure, and both data structures are defined in Vertex class. Such array contains all vertices of the height field. Every
position in the VertexList contains a Vertex data structure. A Vertex contains the three coordinates in three dimensional
space and the coordinates of the Normal vector at this point. Calculating Normal vectors is explained in section 5.
The TriangleList is an array of triangles, and a triangle is a Triangle structure, and both are defined in Triangle class.
Every position in such an array is a Triangle data structure. Triangles are defined by three points in space, so a triangle
data structure contains three values, and those values represent a specific position in the VertexList (Figure 2).

2.5 Brute Force Method
The first approach and the easiest way to build a height field is using a brute force method by selecting all pixels from
the raster image. The algorithm calls a method SelectAllVertex() that goes through every pixel of the image and
creates the mesh where every four vertices represent two triangles (Figure 3).
The method of brute force is very easy to implement although it consumes a lot of computing time and memory. It
is useful to be set as a reference point to compare the accuracy of the approach and computing time with our method.
Figure 3 (a) is an example of an input raster image and the height field result is shown in Figure 4 (a). In this example, the
application generates a height field using a brute force method. The image file is a 128x128 image, and the result is a mesh
of 32258 triangles (Figure 4).
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Figure 2. (a) Representation of VertexList. (b) Representation of TriangleList.
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Figure 3. (a) Example of a raster image. (b) Mesh of Triangles by the Brute Force method.
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Figure 4. (a) Height Filed representation of Figure 3 (a). (b) Height Field triangle mesh by brute force method.

3. APPROXIMATION METHODS
In this project there are three main algorithms in charge of calculating an approximation of a height field. The approach is
done after the calculation of a discrete Morse functions? and the successive greedy insertions.6 With those two methods, it
is possible to find a handful of pertinent features from discrete data. These features are specific points in a three dimensional
space stored in the VertexList data structure. Delaunay triangulation3 generates a mesh of triangles with the points stored
in VertexList. The result of the Delaunay triangulation is stored in TriangleList. Once the application knows the triangles
and their vertices, the application is ready to render a representation of the height field. An example of the method is shown
below (see Figure 5). The example shows the result of the Delaunay triangulation at every step, and a representation in 3D
of the height field using our software. With a 32x32 image and using the brute force method, the height field is displayed
with a mesh of 1922 triangles.
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Figure 5. Approximating Delaunay triangulations of a 32 × 32 image and their associated height field displays. (a) Original image, (b)
Full triangulation. (c), (d), (e) First approximation using only the critical points (76 triangles). (f), (g), (h) Second approximation using
greedy insertion (221 triangles). (i), (j), (k) Third approximation using greedy insertion (565 triangles).

3.1 Critical Point Analysis
The aim of this algorithm is to find the critical points of the height field (Figure 6). By critical points we mean maximum,
minimum and saddle points. Classical Morse theory is a tool in mathematical analysis that allows to study the relationship
between the topology of a manifold and the critical points of a function defined on it. A discrete version of this theory is

given in Forman5 and it allows to link topology of cellular complexes with discrete Morse functions. This is particularly
useful in the study of meshes such as the ones that approximate height fields. Given a mesh and a discrete function
as the height map, one needs to create an appropriate discrete Morse function in order to identify the critical points of
the discrete function on the mesh. An efficient algorithm for this purpose is achieved in.2 This allows to extract very
representative critical points of the mesh that satisfy he classical topological properties observed in the continuous setting.
Given a surface, the critical points are peaks (maximum points), pits (minimum points) and areas called passes where the
surrounding landscape curves up in one direction and down in the other (saddle points).

Figure 6. Critical points of a surface.

3.2 Greedy Insertion
This algorithm is the core of the project. Greedy insertion6 adds a new set of vertices into the array VertexList in order
to refine the last triangulated irregular network to bring it closer to the real shape of the surface. This algorithm follows
the same ideas of the previous algorithm because the first step consists of finding significant vertices, and the second step
is invoking the Delaunay triangulation to calculate the triangle net. In contrast with the previous algorithm, the greedy
insertion could be invoked more than one time. Every time this function is invoked, more vertices are added to perform
a new the triangle net, where shape is closer to the mesh of the real surface. This function will work until the maximum
number of vertices is reached. The maximum number of vertices is the number of pixels in the input image.

Figure 7. Process of approximation in 2D. Real curvature in black, and the approximation with lines in gray.

An example in a two dimensional space is shown in the Figure 7. This algorithm finds the point with the greatest
difference between the curvature and the approximated line, and it splits the approximation line into two new lines. Every
time this algorithm is called, it can potentially split an existing line in two new lines, and this improves the approximation,
and therefore, the level of detail. In this project, the algorithm works in a three dimensional space. Instead of approximated
lines, 3D deal with approximated triangles, and the new point splits the triangle into three new triangles. A three dimensional space increases the geometrical complexity of finding the point with the greatest distance. The selection of the new
points or vertices must pass two criteria: a selection process and a histogram process. Both are better explained below.
The function responsible for making the greedy insertion is calledAddDistanceVertex() and receives two input
parameters: the value of the histogram division and the value of the percentage of possible points. Both values are only
used for the histogram process.
3.2.1 Distance Selection Process
The process of selection creates a new list of vertices called L. The list L stores the vertex candidates for the histogram
processing. A vertex candidate is the vertex that meets the Distance Condition. To select all the vertex candidates the
greedy insertion algorithm scans the TriangleList for every single triangle and selects the unique point that meets the Distance Condition. The maximum number of vertices candidates is the number of triangles in the current triangle net.
Distance Condition. The pixel that meets the Distance Condition is the one with the greatest absolute value difference
between its original elevation and the its elevation calculated from the current triangulation. To calculate the triangulation
elevation for a given pixel, the greedy insertion makes the following geometric calculations. For every pixel, there exists a
unique triangle t of the triangle net to which it is associated by the triangulation. The algorithm calculates first the vectors
−
→
−
→
V and W (Figure 8) that give the unit normal vector of the plane of the triangle
−
→ −
→
−
→
V ×W
N = −
→ −
→ = (A, B, C).
|| V × W ||
−
→
−
→
For a triangle t with vertices P1 , P2 and P3 , the vectors V and W are defined as follows
−
→
−
→
V = P3 − P1
and
W = P2 − P1 ,
and assume the equation of the plane of the triangle is Ax + By + Cz + D = 0.

Figure 8. Triangulated distance.

The elevation value for a pixel with coordinates (x, z, 0) in the current triangulation corresponds to the distance from
the pixel to the plane of the triangle to which it is associated, that is
Ax + Cz + D
d= √
.
A2 + B 2 + C 2

Finally, the algorithm stores the unique pixel of the triangle with the greatest triangulation distance in the list L. With
the list L filled with all the candidate vertices, the algorithm is ready to proceed to the next selection process.
3.2.2 Histogram Selection Process
The algorithm uses the input parameters of the function (histogram division and percentage) to set a histogram. The
algorithm sorts the list L starting with the vertex with the maximum triangulation distance and ending with the minimum.
After that, the histogram division parameter defines in how many parts the list L will be split. The greedy insertion takes
place adding the total number of vertices of one subdivision into the VertexList until the percentage of vertices is reached.
A possible distribution of the differences between elevations, and a possible histogram division is shown in Figure 9.

Figure 9. Histogram representation.

4. DELAUNAY TRIANGULATION
Delaunay triangulation is one of the most interesting triangulation methods because it is capable of solving many different
apparently unconnected problems. The Delaunay triangulation algorithm is under the advanced computational geometry
domain, and it was invented by Boris Delaunay in 1934.3 For our purpose, the Delaunay triangulation calculates triangle
nets from a discrete set of points scattered in a two-dimension plane. Such triangulations are undefined if the set of points
are in the same line. Furthermore, the Delaunay triangulation is not unique for four points on the same circumcircle
because there are two different possible triangulations that split the quadrangle into two triangles, and still satisfy the
Delaunay condition. The aim of Delaunay triangulations is to maximize the minimum angle of all the angles of the
triangles in the triangulation. In order to get a triangle net from a set of points with Delaunay triangulation, the triangle
net must satisfy the Delaunay condition. There are many algorithms to achieve the Delaunay condition in a triangle net:
Incremental construction, Divide and conquer and Sweepline. In this project we use an incremental version of the Delaunay
triangulation because it is easy to implement.

4.1 Delaunay Condition
The Delaunay condition states that a triangle net is a Delaunay triangulation if all circumcircles of all triangles are empty.
A circumcircle is a triangle’s circumscribed circle; in other words, it is the unique circle with the center at the equidistant
point from the three vertices and radius R. It is called empty circumcircle if it does not contain other vertices apart from
the three that define the triangle.

4.2 Incremental Construction Algorithm
This algorithm is an efficient way to compute the Delaunay triangulation. The algorithm starts adding one vertex at a time,
and re-triangulates the affected parts of the triangle net. The list of points might be sorted or not. In order to do so, the
algorithm follows two steps:
1. Every time a vertex v is added, the algorithm splits in three the triangle that contains v with new edges. Searching
the triangle that contains v through the list of n triangles will take O(n) time.

Figure 10. Circumcircle defined with the triangle ABC.

2. All perimeter edges of the containing triangle are marked as suspects and their validity must be checked. In Figure 11,
suspect edges are AB, BC and AC.
3. The flip algorithm is applied for every suspect edge. The algorithm potentially flips every triangle, so the overall will
take O(n2 ) time. Fortunately, the reality shows that flipping is done in log n time, and therefore the cost is more like
O(log n).

Figure 11. Splitting triangles.

4.3 Flipping Algorithm
The flip algorithm checks if two triangles sharing one edge meet the Delaunay condition. For the triangles ABD and BCD
with a the common edge BD, if the sum of angles α and γ is more than 1800 , then the triangles do not meet the Delaunay
condition, and the edge BDmust be switched to a new common edge AC.

(a)

(b)

(c)

Figure 12. (a) This triangulation does not meet the Delaunay condition (the sum of α and γ is bigger than 1800 ). (b) This triangulation
does not meet the Delaunay condition (the circumferences contain more than 3 points). (c) Flipping the common edge produces a
Delaunay triangulation. (any circumferences contain more than 3 points).

5. SHADING
Shading is a technique performed during the rendering of the height field. With shading, it is possible to create photorealistic effects. This technique is a process of altering the color of every triangle of the mesh based on the position of the

triangle and the position of the light source. The OpenGL library7 uses Phong shading model by default. Phong shading
linearly interpolates a normal vector across the surface of the triangle. The normal vector is calculated from the normals
of the three given vertices. In the rendering, the final pixel color is calculated with the surface normal interpolated and
normalized at each pixel, and then used in the Phong reflection model. In this project, we focus on the calculation of the
normal vector at every vertex.

Figure 13. Comparison between flat shading and Phong shading.

5.1 Vertex Normal Vectors
The calculation of the normal vector for every vertex is essential for the shading model explained above. Height field is
a surface S over a two-dimensional domain. We can assume that it is the graph of a differentiable function y = f (x, z),
where the function f represents the gray value associated to the point (x, z) in the planar domain. Normal vector n at point
P is the normal vector to the tangent plane of the surface at this point. A tangent plane at any given point (x, z, y) of the
∂f
surface S is spanned by the tangent vector Vx (1, 0, ∂f
∂x ) and Vz (0, 1, ∂z ) (In Figure 14, Vx and Vz are shown as ru and rv ).
Therefore, an outer normal vector n to the tangent plane at (x, z, y) is given by the cross product of Vx and Vz , that is
n = Vx × Vz = (−

∂f
∂f
, − , 1).
∂x
∂z

Figure 14. Normal vector of a tangent plane.

In the context of height fields, we only know sampled values of x, z, and y. Therefore, we use classical derivative
∂f
operators in image processing to compute the values of ∂f
∂x and ∂z , that is
∂f
≃ f (x + 1, z) − f (x, z)
∂x

∂f
≃ f (x, z + 1) − f (x, z)
∂z

Before computing the derivatives, the image is smoothed using a Gaussian kernel to decrease the effect of noise.

(a)

(b)

Figure 15. (a) Height Field without shading. (b) Height Field with shading.

6. EXPERIMENTAL RESULTS
After discussing the method of approximation, we will show the results obtained with different two input images with the
software implemented in this project. The first image file used is shown in Figure 16(a). It is a picture of 1024 × 1024
pixels. Brute force method will generate 2093058 triangles. Using only the critical points of the height field, the first
approximation with our method needs 82130 triangles (Figure 16(b)). Next step consists in adding more details with
Greedy Insertion method. The display in Figure 16(c) uses 227536 triangles. With this input image we got very interesting
results. The first thing is that with around 10% of the triangles, it is possible to obtain a good approximation of the height
field. The second observation is that images with speckle noise (salt and pepper noise) yields lowly accurate approximation.
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Figure 16. (a) Original image. (b) First approximation of the height field. (c) Second approximation. (d) Image smoothed using the
median filter. (e) First approximation of the smoothed height field. (f) Second approximation.

Fortunately, there are methods to reduce the speckle noise in image processing techniques. We wanted to see the
results if the input image is subjected to noise reduction before using our method. For the noise reduction we decide
to apply to the image the Median filter many times. As expected, the noise reduction decreases the number of triangles
needed for the approximation. Using four times the Median filter, a first approximation (Figure 16(e)) uses 45496 triangles,
and in the second approximation (Figure 16(f)) uses 126182 triangles. This test shows that noise reduction yields better
approximation because the height field needs around the half of the triangles less than the height field without noise
reduction, and it consumes less time as well. The second image file used is shown in Figure 17(a). It is a picture of

(a)
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Figure 17. (a) original image. (b) Height field displayed using the brute force method. (c) First approximation using only the critical
points of the height field. (d) Fourth approximation.

256 × 256 pixels. Brute force method generates a height field of 130050 triangles. Our software uses around 163 seconds
for building the mesh. Although, it only takes few seconds every time the application needs to display the height field.
Figure 17(b) shows the first approximation of the previous height field. Displaying only the critical points of the height
field, it is possible to see the accuracy in the approach. This steps uses 63 seconds for building a mesh of 5036 triangles.
Figure 17(c) is the second approximation of the height field. This step uses only the greedy insertion. It takes 3 seconds to
add more details to the previous mesh. The new mesh has 14524 triangles.
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6. M. Garland and P. Heckbert, Fast polygonal approximation of terrains and height fields, Technical Report CMU-CS95-181 (1995).
7. M. Woo, J. Neider, and T. Davis, Opengl programming guide, Addison-Wesley, 2007.

